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Why this matters now

Software change is 
accelerating faster than 
traditional validation and 
qualification practices can 
comfortably absorb.

The hardest part is often not 
implementing change, but 
demonstrating that change 
has not broken trust.

This pressure exists in 
healthcare and pharma, but 
also in banking, telecom, 
industrial, defence, and 
enterprise systems.

Any domain with 
accountability, data integrity, 
security, and controlled 
change faces the same 
testing bottleneck.

Manual reruns and 
fragmented evidence increase 
cost while often reducing real 
insight.

GxP is the stress case used in 
this presentation, but the 
method is broader than GxP 
alone.
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Speaker and operating context

Hans Christiaan de Raad is the founder of OpenNovations.

OpenNovations works at the intersection of regulated processes, ICT architecture, validation, 
and security.

The operating context includes healthcare, pharma, information governance, cybersecurity, and 
open-source architecture.

Aranei emerged from delivery pressure in environments where auditability and controlled change 
are non-negotiable.

A central design principle is that ICT should facilitate a process rather than force the process to 
be restructured.
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Agenda and expected takeaways

The presentation begins 
with the problem of change 

pressure versus release 
confidence.

It then defines what the 
model is and why that 

makes this a model-driven 
testing story.

It explains the architecture 
from model to generated 
artifacts, generated tests, 
CI execution, and release 

evidence.

It introduces the good, 
fuzzy, and false test 

families and their role 
across layers.

It covers governance, 
machine logic, AI 

opportunities, security, 
and standards awareness.

It closes with outcomes, 
metrics, lessons learned, 

and a practical reuse path.
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UCAAT fit and 
technical 

positioning

UCAAT 2026 explicitly emphasizes machine logic 
combined with human insight in practical testing 
contexts.

The current programme places this presentation in 
the Advances in Model-Based Testing session.

The most accurate label for the method is model-
driven test generation with MBT relevance.

The method does not claim to represent every 
form of classical formal MBT.

6



Applicability 
beyond GxP

GxP is the stress case 
used in this presentation, 

but it is not the only 
relevant domain.

The same pattern helps 
wherever change pressure 

meets evidence, 
accountability, and 

release control.

That includes healthcare, 
but also enterprise IT, 

banking, telecom, 
industrial, defence, and 
public-sector systems.

Spreadsheet 
replacement, legacy 
modernization, data 
harmonization, and 

traceable analytics all fit 
this pattern.

Any domain with 
workflows, permissions, 
integrity constraints, and 

audit expectations can 
benefit.
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Metrics, ROI, 
and TCO

The most credible operational metric is change lead time to a 
release with sufficient evidence.

Regression detection latency is another strong metric 
because it shows how quickly risk becomes visible.

Escaped defects, repeated manual reruns, and audit-
readiness effort are equally important cost indicators.

TCO improves when tests regenerate with the system instead 
of being manually repaired after each change.

ROI should be framed as avoided rework, reduced QA burden, 
faster safe change, and stronger release confidence.
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Lessons learned 
and common 
pitfalls

The first pitfall is allowing 
the story to sound like a 

product pitch instead of an 
architectural method.

The second pitfall is 
overstating coverage 

claims without scoping 
them to generated 

functionality.

The third pitfall is under-
modeling workflow, 

permissions, and invariants 
while over-focusing on 

schema alone.

The fourth pitfall is 
underweighting security 

even though it is one of the 
most valuable generated 

dimensions.

The fifth pitfall is treating AI 
as the headline before the 

model-driven method is 
mature and governed.

The sixth pitfall is assuming 
QA will trust generated 

tests without transparent 
evidence and human 

checkpoints.
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Why manual 
validation and 

bolted-on 
automation break 

down

Traditional IQ/OQ/PQ-
heavy approaches 

become slow, brittle, 
and expensive under 

frequent change.

After-the-fact 
automation often 

mirrors that brittleness 
instead of solving it.

Test scripts drift 
because they do not 

evolve from the same 
source as the system 

itself.

Small changes then 
escape into production 

or trigger large 
amounts of repetitive 

manual retesting.

Evidence becomes 
fragmented across 

teams, tools, 
documents, and 

release moments.

The result is more 
automation effort 

without proportionally 
better release 

confidence.
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From automation around the system to generation 
with the system

Previously, we focused on reducing manual validation burden through automated testing and open-source 
tools.

It emphasized CI/CD integration, modern web and API systems, and maintaining a validated state.

We still keep that operational problem statement but have sharpened the method significantly.

The central shift is from using automation around the system to generating tests with the system itself.

Evidence packaging also becomes a first-class release artifact instead of a post-release documentation task.

The result is a stronger, more distinctive, and more reusable architecture story. 
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What “the model” contains in this presentation

The model starts with 
entities, fields, relations, 

types, and integrity 
constraints.

The model also includes 
business rules that 

determine permitted 
actions and expected 

outcomes.

Workflow states and 
transitions are part of the 
model because process 

behavior matters as 
much as data shape.

Authorization rules are 
part of the model 
because allowed 

behavior varies by role, 
attribute, and state.

Human-defined 
invariants add governed 

expectations that 
generated tests must 

preserve.

This composite model 
acts both as generator 

input and as the 
foundation of the test 

oracle.
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Model-driven test generation versus classical 
MBT

Classical MBT often 
begins from explicit 
behavioral or state-

machine specifications.

This approach begins from 
information models, 

business rules, workflow 
logic, and access policies.

That makes it adjacent to 
MBT rather than identical 

to every formal MBT 
tradition.

The MBT fit becomes valid 
because tests and verdict 

expectations are 
systematically derived 

from the model.

State-aware behavior, 
transition rules, and 

invariant-based checks 
make the method stronger 
than schema-only testing.

The most precise phrasing 
is model-driven test 
generation with MBT 

relevance.
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Architecture overview

A change to the model 
or business logic 

enters a controlled 
generation pipeline.

That pipeline 
regenerates the data-
store interaction layer, 

the REST API, and UI 
components.

The same generation 
step synthesizes 

corresponding good, 
fuzzy, and false tests 

per object.

Generated tests are 
prepared for execution 

across UI, API, and 
persistence behavior.

CI/CD orchestrates 
execution, result 

collection, and release 
evidence packaging.

The release output is a 
versioned build that 

carries both 
functionality and proof.
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Multi-layer synchronized generation

The architecture should not 
be reduced to cloning a 
schema into PostgreSQL.

PostgreSQL is an important 
persistence layer, but it is 
only one layer in the overall 
stack.

The method also generates 
interaction objects, APIs, UI 
components, and attached 
test suites.

Tests are synthesized per 
object in the component 
stack as well as for the 
data-store-facing layer.

The stack therefore evolves 
as a synchronized whole 
rather than as loosely 
coupled fragments.
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Per-object generation and test oracle 
formation

Each generated object 
carries structural 

constraints, workflow 
hooks, and access 

expectations.

These characteristics 
determine what valid 
behavior looks like for 

that object.

The generator can 
therefore attach 

expected good cases, 
boundary variations, and 

false cases 
systematically.

Cross-object relations 
are translated into 

integrity, sequencing, 
and propagation checks.

Verdict logic comes from 
modeled expectations 

rather than purely 
handwritten assertions.
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Good tests Good tests validate expected behavior when 
actors and inputs remain within defined rules.

They confirm CRUD behavior, ordinary 
workflows, and intended business outcomes.

They verify that UI behavior and API behavior 
remain consistent with the same model.

They confirm that valid data is accepted, 
stored, related, and retrieved correctly.

They create the baseline contract that release 
stakeholders most easily recognize.

They also provide the stable reference point 
for the more aggressive test families.
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Fuzzy 
tests

Fuzzy tests explore boundary conditions, unusual 
variations, and adverse but plausible inputs.

They probe ranges, lengths, types, dates, combinations, 
ordering, optionality, and volume effects.

They are guided by model constraints rather than by 
arbitrary randomness alone.

They uncover brittleness that happy-path testing almost 
never surfaces in time.

They matter especially where data quality affects 
traceability, downstream analytics, or reporting.

They represent machine logic applying controlled 
perturbation to the allowed model space.
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False, 
forbidden, and 
hostile tests

False tests deliberately violate model rules, workflow 
preconditions, or authorization expectations.

They include malformed inputs, forbidden transitions, 
unauthorized operations, and broken assumptions.

They verify that the system rejects invalid behavior 
clearly, safely, and consistently.

They help test not only correctness but also resilience 
against misuse and abuse.

In regulated environments, silent acceptance of bad 
input can be worse than visible failure.
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Security, authorization, and robustness as 
generated dimensions

Security is not treated as a separate late-stage workstream in this architecture.

Role-based and attribute-based access control become generated test dimensions from the 
model.

Tests can verify denials, data filtering, field-level visibility, and state-dependent permissions.

Deliberate out-of-bounds inputs also exercise the system’s safeguards against abnormal use.

Cybersecurity-oriented checks strengthen confidence beyond purely functional correctness.

20



Workflow, state, and cross-layer verdicts

Many serious failures in regulated systems are process defects rather than field-level defects.

Workflow steps, state transitions, approvals, and preconditions therefore belong inside the 
test model.

Generated tests validate allowed transitions, forbidden transitions, and required sequencing.

Execution spans REST API, UI behavior, and persistence outcomes rather than a single tier.

Cross-layer verdicts reduce the risk that one layer passes while another quietly diverges.
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Human-in-the-loop governance

Human oversight remains central because generation does not remove accountability.

Experts define invariants, acceptance boundaries, and risk tags that shape generation and 
review.

QA reviewers decide which findings block release, which findings inform improvement, and 
which findings expose model gaps.

Process owners and end users confirm that modeled workflows still reflect operational reality.

Machine logic scales coverage, consistency, and speed, while humans retain intent and release 
judgment.
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Machine logic already in use today

Machine logic is already present even before any AI or machine-learning layer is introduced.

Rule-based derivation from constraints and invariants is machine logic applied to test 
synthesis.

Enumerating structured good, fuzzy, and false cases is machine logic applied to exploration.

Systematic cross-layer execution and verdicting is machine logic applied to release evidence.

Risk ranking and human adjudication then provide the contextual reasoning the conference 
theme calls for.
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Where AI can help next 
without taking over

AI can help propose additional boundary cases where 
the modeled space is large or evolving.

AI can help cluster, summarize, and triage anomalies 
across logs, test histories, and evidence sets.

AI can help suggest candidate invariants or suspicious 
model inconsistencies for human review.

AI can also help detect patterns across failures that do 
not look identical at first glance.

None of those roles remove the need for explicit 
models, governed expectations, and human judgment.
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Evidence-by-construction

Evidence should be generated 
by the delivery architecture 
rather than assembled 
afterward.

Each release bundles 
executables, configuration, 
tests, logs, reports, and 
validation evidence together.

Versioned packaging makes it 
easier to prove which evidence 
belongs to which exact release.

Reproducibility improves 
because the system, the tests, 
and the proof travel together.

Inspection readiness becomes 
a sustained property of the 
release process rather than a 
recovery activity.
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Data integrity, audit trails, and preservation

Correct behavior is not enough if lineage and history cannot be reconstructed.

The testing strategy therefore extends to integrity constraints, auditability, and preservation 
behavior.

Aranei publicly describes human-readable audit trails and archived histories of record 
changes.

It also describes 21 CFR Part 11-oriented auditability and ALCOA+-style preservation 
capabilities.

Generated testing should confirm that traceability, immutability, and read-only archival 
behavior survive change.
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CI/CD, release gates, and continuous 
validated state

Generation, execution, 
and evidence packaging 

are wired into CI/CD 
rather than run as 
separate projects.

That provides rapid 
visibility into regression 

risk after every 
meaningful change.

Release gating can then 
rely on generated 

evidence as part of 
formal change control.

The organization stays 
closer to a continuously 
validated state instead 
of repeatedly rebuilding 

one.

This extends the prior 
emphasis on CI/CD into 

a more concrete and 
disciplined architecture.
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Open standards, portability, and relation to 
standardized test specifications

Open source and open standards 
matter because test evidence and 
data must remain portable and 
inspectable.

The generated application stack 
runs in standard containers on 
generic open-source 
infrastructure.

Data remains accessible in open 
contexts, reducing long-term 
dependency risk and lock-in.

No claim is made that the current 
framework already generates 
TTCN-3, TDL, or UTP artifacts 
directly.

A reasonable claim is that the 
generated test artifacts are 
conceptually close to DSL-based 
specifications and may inform 
future interoperability work.
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Practical adoption path 
and closing

The first step is to make the 
information model the 

controlled source of truth for 
change.

A small but high-value set of 
invariants should then be 

encoded so that generators 
can synthesize systematic 

tests.

Initial scope should focus on 
the highest-risk areas, such 
as permissions, transitions, 
integrity, and release-critical 

workflows.

Generation, execution, and 
evidence packaging should 

be wired into CI/CD from the 
beginning rather than 

retrofitted later.

Open interfaces and 
components should be used 
so that the resulting assets 

remain portable, 
inspectable, and reusable.
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Questions?
?
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Let’s connect

• https://www.linkedin.com/in/hansderaad
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