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Why This Talk Matters

• AI in testing is growing rapidly
• Reality of adoption is complex
• Gap between hype and production
• This talk: 18 months of real implementation 

lessons



System Context

• Microservices architecture
• 2.3M daily transactions
• CI/CD driven releases
• 3 teams, 18 months production experience



The Reality of Modern Testing

• 5000+ tests
• 1 week of Test execution
• 30% time wasted on flaky tests

More tests ≠ better quality.
We had thousands of tests... and still missed real issues.



The Core Problem
SLOW FEEDBACK CYCLES HIGH MAINTENANCE

FLAKY TESTS POOR PRIORITIZATION

The real issue isn't automation - it's what we choose to test and when.



Our ML Solution Stack
Test Selection

Gradient Boosting (scikit, XGBoost)
47 features from code changes,
history, coverage, dependencies

Anomaly Detection
LSTM Autoencoder
12 production metrics,
real-time monitoring

Risk Prioritization

Historical defect mapping
Impact scoring per module

Code Commit → Feature Extraction → ML Models → Test Selection → Execution → Feedback Loop

Key insight: We integrated ML alongside existing frameworks; we did not replace proven 
automation.

The ML model analyzes application code changes to predict which tests are most likely to fail, it answers: given 
what the developer changed, what should QA verify?



Where Human Judgment Remains Essential

ML Excels At

• Pattern recognition across history
• Identifying correlated failures
• Predicting likely failure points
• Processing large data volumes
• Consistent, repeatable scoring

Humans Must Own

• Business context & domain knowledge
• Unprecedented scenarios (new features)
• Strategic decisions: what to test
• Risk tolerance for specific releases
• Customer impact assessment

Critical lesson: ML tells you Which tests to run. Humans decide What to test.



Decision Boundaries: When We Override ML
We ALWAYS override ML recommendations when:

1 Changes touch payment, authentication, or PII handling

2 New feature with no historical data (model has nothing to learn from)

3 Major refactoring or architectural changes

4 Third-party integration updates or dependency upgrades

5 QA engineer has domain-specific concerns model can't see

Override rate in practice: ~15% of releases trigger manual expansion of test scope



Business-Critical Areas: Never Fully Automated

These areas run full test suites regardless of ML score:

Payment Processing
All payment flows tested every release.
Zero tolerance for regression.

User Authentication
Login, SSO, session management.
Security cannot be probabilistic.

Order Fulfillment
Cart → checkout → confirmation.
Customer-facing critical path.

Data Privacy / PII
GDPR, data handling, consent flows.
Regulatory compliance is non-negotiable.

~25% of our test suite is protected  always runs, never skipped by ML



The Failure That Changed Everything
Production Payment Bug

The ML model recommended skipping payment flow tests with 96% confidence.
Reasoning: No changes to payment module code.
Reality: A shared utility function was modified. The model's dependency graph
didn't capture indirect service calls through message queues.
Result: Payment failures for 4 hours before detection.

The Fix: Human Veto Policy

1. 20% of ML decisions require manual review (random + high-impact)
2. Critical business flows always tested regardless of ML score
3. Added message queue dependencies to feature extraction
4. Explainability required: model must show WHY it recommends skipping



How QA Roles Transformed
Before ML

• Run all tests, wait for results
• Investigate every failure manually
• Reactive: respond to what broke
• Gatekeepers: approve/reject releases
• 70% time on execution & triage

After ML

• Review ML recommendations critically
• Focus on exploratory & edge cases
• Proactive: shape what gets tested
• Partners: collaborate on risk decisions
• 70% time on strategy & exploration

New QA responsibilities:

• Model validation & drift monitoring     • Override decision authority     • Feedback loop ownership
• Exploratory testing of gaps ML can't see     • Training ML on domain context



Results
88%
reduction in test execution time
(4.5 hours → 52 minutes)

34%
decrease in defect escapes
to production

91%
precision predicting
microservice impacts

30%→11%
QA time on false positive
investigations



Four Human-ML Collaboration Patterns

1 ML Proposes, Human Disposes

Model recommends, human approves.
No automated skip of critical paths.

2 Automated Breadth, Human Depth

ML handles routine regression.
Humans focus on exploratory testing.

3 Continuous Model Validation

Monthly drift audits.
A/B test model vs. full suite weekly.

4 Transparent Decision-Making

Every recommendation includes
explainability and confidence score.

These patterns are framework-agnostic and require only basic ML understanding not deep expertise.



Governance Practices That Work
Monthly Model Reviews
• Compare predicted vs. actual failures
• Check for drift and degradation
• Review override patterns & reasons
• Update protected test lists

Explainability Requirements
• Every skip recommendation shows WHY
• Feature importance visible to QA
• Confidence scores on all predictions
• Easy one-click override option

Continuous Feedback Loops
• Test results retrain models weekly
• Override decisions inform features
• Production incidents trigger review
• QA insights shape model updates

Clear Accountability
• QA owns final go/no-go decision
• ML team owns model accuracy
• Shared ownership of escaped defects
• Blameless post-mortems



Key Takeaways

• ML augments human expertise, it doesn't replace it
• Define clear boundaries: what ML decides vs. what humans 

own
• Protect business-critical paths from pure automation
• Build governance before scaling ML adoption
• QA role evolves from gatekeeper to strategic partner



Thank You
Questions?

Tanvi Mittal

77Tanvi@gmail.com
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https://www.linkedin.com/in/tanvi-mittal-7305091a/

https://github.com/77QAlab
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