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No Silver Bullet

Brooks argued that software development has two kinds of difficulty: accidental complexity
(the friction of tools, languages, and process) and essential complexity (the inherent difficulty 
of the problem itself). No tool eliminates the second kind. — Brooks, No Silver Bullet, 1986

• AI is genuinely good at reducing accidental complexity
• Boilerplate, pattern repetition, translation between representations

• AI sometimes struggles with essential complexity
• Ambiguous requirements stay ambiguous. Flawed test strategies get 

executed thoroughly.

Navigating large bodies of normative text is inherently complicated.
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Overview
AI-assisted test code generation is standard practice today. ETSI TC MTS focuses on 
this process in the standardisation context — ensuring that AI assistance in test 
specification is structured, traceable, and produces artifacts that actually mean what 
we intend.

This talk explores two questions: can AI reliably navigate and process standards 
documents, and what does a responsible pipeline for AI-assisted test specification look 
like? We look at what recent research and practice suggest about why standards are 
hard even for AI.

We close with where TC MTS is taking this work — from research and experiments 
toward an institutionalised methodology.
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Document-Centric, Manual,
Expert-Bottlenecked
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• Turning a published standard into executable tests requires 
navigating that standard reliably
• Today that depends entirely on expert interpretation, manually, 

every time
• Overwhelmingly revision work, not much new ground

• 97% of 3GPP deliverables in 2024 were revisions of existing 
documents

• The stakes are rising
• AI-assisted test specification and conformance testing of AI-

enabled systems are on a collision course — the methodology 
needs to be in place before that problem arrives
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Can Standards Be Made AI-Ready?

Before generating from standards -
can AI even navigate them reliably?
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Standards Are Structurally 
Hostile to Naive AI Processing
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• Hierarchical clause structures
• Naive chunking by token count or paragraph severs 

normative relationships
• Normative vs. informative — distinguishing facts from 

requirements at every level
• Section level: normative vs. informative content carry 

different legal weight
• Sentence level: facts vs. requirements

• Defined terms and cross-references
• AI may fall back on parametric knowledge rather than 

following the reference — silently
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Making Standards Interactive
Makedonski & Grabowski · University of Göttingen

• Computational notebook environment for 
a standardised language Under revision

• Standard text alongside executable code 
and runnable examples

• Proposed changes can be simulated 
which allows side effects to become 
visible before ratification

• Works best if the standard has executable 
semantics (such as TTCN-3)

• Substantial manual effort to build and 
maintain

7
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Slide courtesy of Aiman Al Masoud & Simone Germani  ·  CEI / Università di Pavia 
(DCALab)
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Making Current Standards Machine-Readable
Al Masoud & Germani · CEI / Università di Pavia

• Recover structure from the PDF: parse 
sections, infer clause hierarchy, resolve 
cross-references

• Graph-informed retrieval: structurally 
related sections retrieved alongside the 
matched fragment, connected via 
clause hierarchy or cross-references

• Tested on 800+ synthetic Q&A pairs 
across 50+ ETSI EN 301 489 standards, 
integrating structural and lexical 
information improves retrieval

"Integrating structural and lexical information of a 
standard into the index helps improve retrieval."
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What If the Structure Were Already There?
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Smart standards

• Standards with executable semantics can be simulated, not just 
read allowing proposed changes tested before ratification

• Explicitly declared clause hierarchy, cross-references, normative 
flags make the documents machine-readable by design, not 
inferred later by parsing

• Modal verb semantics, defined terms, normative/informative 
distinctions…

Machine-readable standards: content typed, 
tagged, and structured by design (CEN/CENELEC)
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AI-Assisted Test Specification

Pipelines Over Prompts
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From Requirements to Test Objectives
Makedonski et al. · University of Göttingen

• Chunking
• Must respect clause boundaries — the coherent 

normative unit. Treating this as a tuning parameter 
risks obscuring normative coherence.

• Reranking
• Document structure metadata — parent-child clause 

relationships, explicit cross-references — must inform 
pre-ranking, not just semantic similarity.

• Context Expansion
• Enrich the retrieved context with what the clause 

explicitly points to — ensuring the model sees the full 
normative picture, not just the matched fragment

ChunkingConv. & 
cleaning

TDL

Input 
document

Query & 
retrieval

Index 
creation

Re-ranking Context 
expansion

Answer 
gen.

Prompt 
constr.
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Methodology for Standardised Tests

• Expert review must happen where normative interpretation occurs
• Interpreting what a standard requires is where domain expertise is irreplaceable and where 

errors may propagate
• Writing testable specifications is itself a validation of the standard as it surfaces ambiguities 

and gaps that reading alone might not

• The chain from standard to test artifact must be fully traceable
• Conformance testing depends on an auditable link from each test back to the clause it 

covers

• The staged workflow
• Test Purposes and related artifacts are separate, published ETSI deliverables
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Whose interpretation do the tests verify?

• Test independence is foundational to conformance testing
• The test must be an independent check, not a consistency check on the implementation

• AI models interpret — and their tendencies are not transparent
• Shared tendencies across pipeline stages are a structural property of the approach, not a 

flaw of any specific model
• The prudent response: human oversight at every interpretation stage

• In The conformance claim carries legal and commercial weight — not the place to resolve AI 
reliability by assumption

Base 
Standard Test Objectives Test Purposes Test 

Descriptions
Executable 

Tests
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Precise. Formal. Human-reviewable. 
Meet TDL.
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Formal syntax and unambiguous semantics
• Structural errors caught immediately by a parser, faster and 

more reliable than LLM self-review
• Templates, messages, actions, each construct has clear testing 

specific meaning.
Presentation formats for different stages
• Makes the test engineer’s (AI or human) interpretation of 

standard explicit and visible before it propagates
• Reviewing doesn't require test execution expertise, and a 

standards expert can assess correctness
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TDL in the Standardisation Workflow

TDL in the pipeline
• Sits between normative requirements and executable tests, each stage produces a discrete, 

reviewable artifact: TOs, TPs, TDs
• Standardised mapping from TDL to TTCN-3 completes the pipeline to executable tests
TDL and conformance tests
• Protocol specifications are first-class citizens in TDL
• Many protocol specifications underlying ETSI conformance tests are directly mappable to TDL 

and more coming

Can AI speak standards? In TDL, yes. Work is underway to prepare TDL materials 
and tooling to support AI-driven test description authoring.
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Musings on LLMs in Practice

The tooling patterns that transformed software development are 
finding their way into test specification — some of you are already there
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Independence

• Both code and tests derived from the same model’s interpretation of the 
requirements — if that interpretation is wrong, the error propagates invisibly

• The same pattern applies in conformance testing — which is why the pipeline 
design from the previous section is not just an architectural preference

• Separate contexts for generation and verification; human review at the 
interpretation stage — not as a quality gate, but as the point where independence is 
restored

If the same AI handles requirements, implementation, and tests within the same workflow, 
you do not get independent verification. You get a sophisticated consistency check.



©ETSI 2022 – All rights reserved 18

Feedback Loops

LLMs require shorter, tighter iteration cycles than human developers — the model needs to 
see the result of what it produced. This is a structural characteristic, not a tooling preference.

• You need tools with fast compilation, structured validation, clean (error) output.
• The upside: this pushes toward better engineering practices overall as tighter 

feedback loops benefit the whole workflow
• TDL: the formal language gives you exactly this — a compiler that catches errors 

immediately, structured output you can validate without asking the model to review 
itself
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Where This Is Going — SAITEMS

Institutionalising the methodology at ETSI
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Smart AI-Assisted Testing Methodology for Standards

What gets built

• Updated ETSI testing methodology —
from document-centric to smart-
standards-ready

• Open-source AI-assisted tooling for 
requirement extraction and test artifact 
generation

• Evaluated on real ETSI base standards —
not synthetic benchmarks

• Recommendations on base standards 
suitable for smart standards transition

What makes it different

• It has to produce ETSI deliverables — that 
constraint forces honesty

• Where AI output is reliable enough to be the 
basis for a published standard

• Where human expert review is genuinely 
necessary

• TDL emerging as the natural intermediate 
representation — work underway to support 
AI-driven test description authoring

If you are involved in ETSI test specification work, this methodology will eventually be relevant 
to you. TC MTS scope explicitly includes influencing other Technical Committees.
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Takeaways

1
Standards as currently written are structurally hostile to AI processing — smart 
standards are a promising direction
Clause hierarchy, normative distinctions, cross-references — every pipeline must compensate 
for what the document does not make explicit

2
AI-assisted conformance tests are only as independent as your pipeline — design 
for independence explicitly
Same model, same interpretation, same errors — separate contexts, human review at the 
interpretation stage, not as a quality gate but as where independence is restored

3
The human-verifiable intermediate step is where independence is restored — a 
language precise enough for AI, readable enough for domain experts — the bridge 
already exists 
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Forty years on, Brooks is still right.

The essential complexity in AI-assisted test 
specification is in the authoritative interpretation of 
normative text. AI can assist around it.

Where does the essential complexity hide in your AI pipeline, and are you paying attention to it?
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